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Abstract—Traffic flow forecasting is a foundational component
of data-driven traffic management. Although Graph Neural
Networks (GNNs) have achieved promising results, most existing
methods still rely on static graph structures and struggle to cap-
ture spatio-temporal heterogeneity. To overcome these limitations,
we introduce DMGI-Net (Dynamic Multi-Graph Integration
Network) with three key innovations: (1) a dynamic multi-graph
construction strategy that integrates topological, semantic, and
flow-based graphs to capture evolving correlations in traffic
networks; (2) a convolution-augmented spatio-temporal multi-
head attention module designed to learn both local variations
and long-range global interactions; and (3) a heterogeneous data
augmentation (HDA) mechanism that strengthens feature rep-
resentations through traffic-level memory modeling and graph-
level topology refinement. Comprehensive evaluations on three
public traffic benchmark datasets show that DMGI-Net consis-
tently outperforms competitive baseline methods across multiple
forecasting horizons, indicating its robustness and effectiveness
for practical traffic prediction applications.

Index Terms—Traffic flow forecasting, Spatio-temporal depen-
dency modeling, Dynamic graph learning, Multi-graph integra-
tion

I. INTRODUCTION

Urban mobility networks are experiencing an increasing
operational strain as cities expand and traffic demand continues
to rise. The proliferation of traffic sensing and monitoring sys-
tems has resulted in abundant large-scale traffic observations,
emphasizing the need for reliable real-time forecasting. Such
forecasts facilitate adaptive network control, route planning,
and congestion alleviation, improving overall travel efficiency
and urban mobility.

Existing traffic forecasting methods have evolved from
traditional statistical approaches to deep learning frameworks,
including CNN-based spatial modeling and RNN-based tem-
poral modeling. Recently, Graph Neural Networks (GNNs)
have become dominant due to their ability to naturally model
road topology. Representative models such as STGCN [1] in-
tegrate spatial graph convolutions with temporal convolutions,
while DCRNN [2] employs diffusion graph convolutions with
Gated Recurrent Units (GRUs) to model directional dependen-
cies. Attention-enhanced variants, including ASTGCN [3] and
TDMGCN [4], further improve spatio-temporal dependency
modeling. However, most of these approaches rely on static,
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predefined graphs. Adaptive graph methods (e.g., GWNet
[5]1, AGCRN [6]) learn data-driven adjacency matrices, but
still capture relatively stable spatial structures. More recent
models such as DGCRN [7], STPGNN [8], STMGFN [9],
and ADMGM [10] introduce dynamic graph construction to
generate adjacency matrices that vary over time.

Despite these advances, several limitations remain. Traffic
patterns exhibit time-varying and heterogeneous dependencies,
yet most models depend on prior graph structures and fail to
capture dynamic correlations between non-adjacent nodes. For
example, distant locations may show similar traffic patterns,
whereas adjacent nodes have strong correlativity in rush hours
but weak ones otherwise. Moreover, spatio-temporal depen-
dencies are region-specific, with urban core and suburban areas
displaying distinct traffic patterns during peak hours.

To address these challenges, we propose DMGI-Net (Dy-
namic Multi-Graph Integration Network), which jointly cap-
tures evolving spatial correlations and complex temporal dy-
namics. The main contributions are summarized as follows:

First, we develop DMGI-Net, a dynamic multi-graph fore-
casting framework that integrates physical topology, DTW-
based semantic similarity, and traffic-driven dynamic corre-
lation graphs to comprehensively model heterogeneous spatial
dependencies. Second, we propose a convolution-augmented
spatio-temporal multi-head attention module to capture lo-
cal patterns and long-range dependencies. Third, we design
a heterogeneous data augmentation (HDA) mechanism that
combines memory-based traffic enhancement and graph-level
topology refinement to better capture spatio-temporal hetero-
geneity.

II. PRELIMINARIES

A. Problem Formalization

This task aims to infer future traffic states in a road network
from historical data. Mathematically, we seek to learn a
functional mapping [ that transforms input sequences from
the past T}, time steps into output sequences over the next T’
time steps, which can be formulated as:
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where X; € RV*C denotes the predicted traffic state at time
step 4, with IV indicating the total number of sensors and
C corresponding to the dimensionality of the features of the
traffic (e.g. flow and speed).

B. Multi-Scale Historical Input Construction

Although most conventional models use relatively short
input sequences (typically Tj, = 12), traffic patterns exhibit
strong daily and weekly periodicity. To model these extended
temporal dependencies, we construct multi-period historical
inputs comprising three components: recent historical observa-
tions X, daily periodic observations X4, and weekly-periodic
observations X,,. The combined input sequence is represented
as:

X0 Xa, Xo] 2 [X0 Keproo s Xirpa | @)

Xn =X, Xe—mpg1, - Xim1)
Xd = (Xt—q7 Xt—q+15 cee 7Xt—q+Tf—1) (3)
Xw = (Xt—7qa Xt—7q+1: ce »Xt—7q+Tf—1)

with ¢ denoting the number of sampling intervals per day.

ITII. PROPOSED METHODOLOGY

Fig. 1 provides an overview of our proposed architecture,
built on four interrelated modules.

The modeling process begins with learning compact repre-
sentations from raw traffic data, followed by attention-based
characterization of temporal and spatial dependencies. Next,
the HDA module enhances the learned representations and
refines dynamic graph structures. These augmented features
and graphs are then fed into the multi-view graph convolu-
tional recurrent network (MGCRN) to model complex spatio-
temporal dynamics and generate forecasting results.
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Fig. 1. The Overall Framework of DMGI-Net

A. Data Embedding Layer

To enhance the expressive capacity of the raw traffic data,
the input is first mapped to a higher-dimensional feature space
through a fully connected layer, resulting in Xy, € RT*N >4,
A spatio-temporal embedding mechanism is then applied,
combining temporal periodic embeddings and adaptive spatio-
temporal heterogeneous embeddings to enrich contextual in-
formation. Temporal attributes are encoded to capture period-
icity: a week is divided into seven daily intervals (represented
as week indices) and each day into 288 five-minute intervals
(represented as minute indices), producing dense vectors X,
and X; € RT*%, respectively. The adaptive spatio-temporal
embedding assigns a learnable variable to each sensor at each
time step, generating X, € RT*Vxd,

Finally, the data embedding layer outputs a unified repre-
sentation by concatenating the embedding vectors:

Xe.mb - COTLCClt(Xdam, X’wv Xd, Xste) (4)

Xems 1s further processed by the spatio-temporal attention
module to enhance feature interaction and is denoted as X
for brevity.

B. Spatio-Temporal Attention Mechanism

To simultaneously encode temporal dynamics and spatial
dependencies, we incorporate a dual self-attention module,
consisting of temporal attention and spatial attention. In-
stead of linear projections, CNN-based convolutions generate
queries and keys, enabling local pattern extraction through
sliding windows. Causal convolutions are applied in the tem-
poral branch to ensure that information flows only from the
past to the present. The generated spatio-temporal feature
matrix is represented as X € RIXNXD 'where T denotes the
temporal length, N denotes the number of spatial locations,
and D denotes the embedding dimension. The computation of
temporal multi-head attention is defined as:

MultiHead (Q, K, V) =Concat (heady, - - - , heady,) W
(5)
head; = Attention (QWZQ, KWK, VWX) (6)

) QKT
Attention (Q, K, V) = Softmax (ﬁ
where (), K, and V represent the matrices of characteristics
related to the attention computed from input X. For the
i-th head, the query and key representations are obtained
via dedicated 1D convolutional filters WiQ and W/, while
a causal convolution kernel W, is used for the trans-
formation of values. The representations produced by all
heads are first concatenated and subsequently projected via
the output weight matrix W©. The attention weight matrix
Softmax (9%) € RT*T captures temporal dependencies
among time steps across spatial nodes. Accordingly, the result-
ing feature representation from temporal multi-head attention
is Hp € RTXN*D,
A spatial multi-head attention mechanism is performed
across nodes at each time step to produce Hg € RTXN*D,

) Vo)
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Fig. 2. Two-stage Augmentation Scheme

which is processed through two stacked 1D convolutional
layers to yield a compact representation Hp € RY*" serving
as the initial hidden state for the MGCRN module.

Finally, multiple spatio-temporal attention modules are ex-
ecuted in parallel to learn traffic dynamics at local and global
temporal scales. Their concatenated outputs are aligned with
the prediction horizon 7' through a Temporal Convolutional
Network (TCN) and then fed into the MGCRN module.

C. HDA: Heterogeneous Data Augmentation

To address the diverse dependencies in heterogeneous traffic
patterns, we propose a hierarchical augmentation strategy
comprising two complementary levels: traffic-level and graph-
level augmentations.

Traffic-level Augmentation: To model complex temporal
variations in urban traffic data, a time-step-aware module with
a core external memory matrix M € R"™*" (m: memory slots,
h: hidden dimension) is designed (illustrated in Fig. 2(a)). This
memory module allows the model to retrieve representative
traffic patterns from historical observations, thereby improv-
ing its ability to capture heterogeneous and recurring traffic
behaviors. The core operations of this augmentation strategy
are formally defined as follows:

QY = u'w, ®)
o P (Qﬁ”M ! [j]) o
aj = m .
> exp QM)
j=1

EH, ="l M[j] + H,

Jj=1

(10)

where Ht(l) indicates the traffic state feature of the ¢-th node
at time step ¢, and W, is a trainable projection matrix that
generates the query vector. The attention weight agz) measures
the similarity between the query vector and each memory slot,
which determines how historical patterns are retrieved. The
resulting output at time step ¢ is denoted by EH, € RV*"
which incorporates temporal contextual information.
Graph-level Augmentation: Beyond temporal augmenta-
tion, we apply a graph-level augmentation strategy for dynamic
regional traffic graphs. This module adaptively learns spatial
dependencies and dynamically updates the graph topology to
reflect evolving traffic conditions (see Fig. 2(b)). By suppress-
ing weak correlations and strengthening informative connec-
tions, the model captures more meaningful spatial structures.

Given the current node representation X, extracted from X
at time step ¢, the dynamic graph is constructed as follows:

E1 = tanh (a (Xgpe * W1)) (11

E> = tanh (a (Xspe * Wa)) (12)

A = ReLU (tanh (a (E1E] — E2ET))) (13)
DA = topk (softmaz (EH,EH])) (14)
Arg =Ax DA (15)

where W and W, are trainable weight matrices and a controls
the saturation of the non-linear activation. The matrix DA
quantifies the heterogeneous spatial correlations between the
pairs of nodes at time step ¢. Only the top-k strongest corre-
lations are retained (with k = 5 by default) to mitigate noise
and reduce computational cost. The adaptive adjacency matrix
is fused element-wise with the learned correlation matrix to
form the time-varying dynamic graph Apg.

Graph-level augmentation is applied post-embedding to
capture local and recurring spatio-temporal patterns. Multiple
node correlation graphs are constructed from historical ob-
servations at semantically relevant intervals: the same time
window of the previous week (A ), the corresponding time
on the previous day (Apg), and temporally adjacent slots
around the current step (Ap ). These complementary graphs
are then fed into the MGCRN module for subsequent multi-
view spatio-temporal modeling.

D. MGCRN: Multi-view Graph Convolutional Recurrent Net-
work

We design a multi-view graph convolutional module that
captures spatio-temporal dependencies at a finer-grained level.
A predefined physical Ape encodes local road connectivity,
while a semantic graph Ag¢ is constructed using dynamic time
warping (DTW) to connect functionally similar but geographi-
cally distant nodes. Furthermore, multiple dynamic graphs are
used, including the dynamic traffic graph Ap¢g, the hourly
graph Ap ¢, the daily graph Ap and the weekly graph Ay ¢,
to capture time-varying spatial correlations. These graphs are
dynamically integrated through adaptive graph convolution,
enabling the model to jointly exploit complementary spatial
dependencies from multiple graph views and capture both
stable and evolving traffic patterns.

During graph convolution, the six graph views are integrated
through a weighted averaging strategy with learnable fusion
coefficients, enabling the model to adaptively balance the
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contributions of different spatial relationships. Specifically,
the fusion weights are normalized by a softmax function to
ensure stable training and prevent any single graph view from
dominating the learning process. The fused graph convolution
output can be formulated as:

HE® — %AgH(kq)
9e{PG,SG,TG,HG,DG,WG}

(16)

K
Hou =Y HPW® a7

k=1

where H(® = X € RV*D gerves as the node feature matrix,
Ay represents the adjacency matrix of the g-th graph view,
g is the softmax-normalized fusion coefficient. After K-step
message passing, the fused graph convolution produces Hoy €
RN*" where K specifies the propagation depth and W *) ¢
RP*" ig the trainable projection matrix at the k-th layer.

To simultaneously encode spatial structure and temporal
variation, multi-view graph convolution is incorporated into a
GRU, forming the MGCRN module. The hidden state update
is defined as:

Hy=u®H 1+ (1—u)oC (18)

where u; denotes the update gate, C, represents the candidate
state, and © is the Hadamard product for fine-grained informa-
tion selection. Detailed computations of the gating functions
follow the standard GRU formulation. This design enables
effective modeling of spatio-temporal dependencies embedded
in traffic observations. Finally, the model produces predictions
through a two-layer linear projection.

IV. EXPERIMENT

A. Experimental Setup

Datasets. We validated the performance of DMGI-Net
across three real-world traffic sensor benchmark datasets:
PEMS04, PEMSO07 and PEMSO08. All three datasets are col-
lected with a 5-minute sampling frequency, corresponding to
12 observations per hour. The relevant details are summarized
in Table I.

TABLE I
STATISTICS OF DATASETS
Datasets | #Nodes | #Timesteps Time range
PEMS04 307 16992 01/2018-02/2018
PEMSO07 883 28224 05/2017-08/2017
PEMS08 170 17856 07/2016-08/2016

Baselines. We conducted extensive comparisons with nine
representative spatio-temporal traffic forecasting baselines.
These methods cover predefined graph approaches (STGCN
[1] and DCRNN [2]), adaptive graph learning models (GWNet
[5], MTGNN [11], and AGCRN [6]), as well as dy-
namic graph-based forecasting frameworks (D2STGNN [12],
STWave [13], DGCRN [7], and STPGNN [8]).

Metrics. We assess all baseline methods using three widely
adopted evaluation metrics for multivariate time-series fore-
casting: Mean Absolute Error (MAE), Root Mean Squared
Error (RMSE), and Mean Absolute Percentage Error (MAPE).

Implementation. All experiments were implemented in
PyTorch (v1.11) and conducted on an NVIDIA A10 GPU. Fol-
lowing standard practice, the PEMS04, PEMS07, and PEMS08
datasets were split into training, validation, and test sets in
a 6:2:2 ratio. We adopt a 12-step-ahead forecasting setting
(60 minutes with a 5-minute interval) and additionally report
multi-horizon results at @3, @6, and @12 (15, 30, and 60
minutes).

An embedding dimension of 32 was adopted, with 8§ at-
tention heads and a hidden size of 64. The external memory
module used 15 slots and the graph propagation depth was
fixed at ' = 2 with a saturation parameter of 5. The model
was trained with AdamW with an initial learning rate of 0.001
for 200 epochs and a batch size of 16. Each experiment was
repeated five times and average results are reported.

B. Performance Comparison

The experimental results are summarized in Table II, where
the best and second-best results are highlighted in bold and un-
derlined, respectively. For all metrics (MAE, RMSE, MAPE),
lower values indicate better performance. In general, DMGI-
Net consistently outperforms all baselines in the three datasets.

Adaptive graph models typically surpass methods relying on
predefined graphs by learning latent spatial dependencies from
data. Dynamic graph methods further improve performance
by modeling time-varying spatial relationships. However, de-
spite incorporating diffusion-, path- or wavelet-based atten-
tion mechanisms, models such as D2STGNN, STPGNN, and
STWave remain less competitive on most datasets. Compared
with the strongest baseline, DMGI-Net achieves consistent
gains on PEMS07 and PEMSO08, reducing MAE by 3.61%
and 6.64%, and lowering MAPE by 4.26% and 3.10%, re-
spectively. These results demonstrate the effectiveness and
robustness of the proposed approach.

C. Ablation Study

To evaluate the contribution of each component in DMGI-
Net, ablation studies were conducted on PEMSO08, which
exhibits highly dynamic and fluctuating traffic patterns. Four
variants were designed: (1) removing the topological and
semantic graphs (w/o PGraph), (2) removing graph-level aug-
mentation (w/o DGaug), (3) removing traffic-level augmenta-
tion (w/o TFaug), and (4) replacing the spatio-temporal multi-
head self-attention with a standard version (w/o SelfAtt).

As reported in Table III, DMGI-Net consistently outper-
forms all variants. The w/o PGraph variant highlights the ne-
cessity of multi-perspective spatial modeling. The w/o DGaug
variant underscores the value of dynamic graph convolution,
as static topological and semantic graphs fail to adaptively ag-
gregate neighbor information. The w/o TFaug variant confirms
the module’s role in enhancing temporal pattern modeling.
The w/o SelfAtt variant shows that the proposed multi-head
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TABLE II
PERFORMANCE COMPARISON ON PEMS04, PEMS07, AND PEMSO08

Metric MAE \ RMSE \ MAPE (%)

Method @ @ @2 Ag | @ @6 @2 Ag | @3 @ @12 Avg

PEMSO04

STGCN 1893 19.87 2151 1990 | 30.07 31.68 3415 3172 | 13.13 1369 1491 13.78
DCRNN 1849 1971 2176 1973 | 2940 31.19 3402 3125 | 1273 1357 1516 13.61
MTGNN 1822 19.06 2043 1907 | 2952 3114 3330 31.07 | 1265 1321 1393 13.01
GWNet 1789 1887 2046 1887 | 2889 3027 3246 3025 | 1289 1361 1560 13.82
AGCRN 1847 1932 2059 1929 | 2958 31.08 33.06 31.02 | 1249 1325 1393 1320
DGCRN 17.87 1886 20.34 1882 | 2895 3063 3290 30.57 | 1239 13.08 1414 13.03
D2STGNN  17.58 1842 19.83 1841 | 2877 30.13 3201 30.06 | 1225 1276 13.68 1275
STWave 1764 1868 2003 1864 | 2898 3062 3264 3055 | 11.89 1262 13.68 1262
STPGNN  17.65 1853 20.17 1856 | 28.82 30.10 3251 30.08 | 1217 1291 1447 13.02
DMGI-Net 17.52 1822 1930 1821 | 2849 2983 3213 2974 | 1191 1254 1323 1249
PEMS07

STGCN 2054 2213 2476 2213 | 3272 3557 3990 3565 | 891 933 1057  9.50
DCRNN 1949 2121 2420 2123 | 3126 3421 3863 3423 | 826 894 1036 9.0l

MTGNN 1939 21.02 2364 2101 | 3130 3421 3845 3425 | 846  O1I 1012  9.05

GWNet 18.81 2029 2259 2026 | 3070 3327 3703 3338 | 7.92 861 972  8.60
AGCRN 1928 2075 2276 2069 | 31.67 3467 3826 3459 | 813 883 969 875

DGCRN 1924 2098 2642 2145 | 31.09 3455 4029 3453 | 812 888 1172 921

D2STGNN 1825 1972 2190 19.67 | 30.13 3278 3631 3270 | 773 831 924 829
STWave 1853 1977 2145 1978 | 3146 3403 3701 3402 | 7.69 8.8 898 821
STPGNN 1856 19.98 2231 1997 | 3053 3301 3655 3285 | 773 836 942 837

DMGINet 1773 1895 2091 1896 | 20.83 3235 3567 3223 | 7.11 785 855  17.86
PEMS08

STGCN 1503 1602 1796 1613 | 2338 2524 2807 2532 | 9.92 1058 1166 10.66
DCRNN 1415 1522 1693 1522 | 2219 2419 2692 2418 | 9.48 1007 1132 1018
MTGNN 1425 1534 1679 1528 | 2238 2435 2661 2420 | 9.17 1056 1134 1041
GWNet 1370 1482 1630 1475 | 2174 2368 2618 2364 | 889 937 1050 9.49
AGCRN 1447 1568 17.65 1569 | 2264 24.62 27.56 2465 | 933 1022 1142 10.19
DGCRN 1373 1493 1688 1495 | 21.73 2378 2662 2377 | 887 966 1097 9.69
D2STGNN 1320 1410 1542 1415 | 21.53 2345 2586 2343 | 891 939 1031 9.36
STWave 1301 1379 1496 1385 | 2219 2411 2613 2406 | 905 961 1060 9.45

STPGNN  13.03 1383 1534 1389 | 21.75 2359 2613 2351 | 901 930 1037 9.34
DMGI-Net 1240 1285 1383 1293 | 21.15 2252 2455 2257 | 845 898 971  9.05

Note: @3, @6, and @12 denote 15-, 30-, and 60-minute horizons. Avg. denotes the average performance over all 12
forecasting steps. Bold: best; underline: second-best.

self-attention is more effective for capturing spatio-temporal
dependencies. Overall, the performance degradation of these
variants validates the indispensability of each component.

D2STGNN and STWave while maintaining superior prediction
performance.

TABLE IV
TABLE III THE COMPUTATION TIME COMPARISON (UNIT: SECONDS)
ABLATION STUDY ON PEMS08
Dataset PEMS04 PEMS07 PEMS08
Methods |  Metric | w/o PGraph w/o DGaug w/o TFaug w/o SelfAtt DMGI-Net Model Train Infer Train Infer Train Infer
MAE 1245 12.68 12.57 12.62 12.40 D2STGNN | 162.86 17.88 | 1019.65 119.95 | 138.78 13.45
15 min | RMSE 21.39 21.90 21.32 21.43 21.15 STWave 9257 1323 | 38820  58.54 | 87.03  9.07
MAPE (%) 8.92 9.07 8.80 8.62 8.45 DMGI-Net | 8531 1002 | 357.12  47.58 | 7523 853
MAE 12.90 1328 13.14 13.26 12.85 STPGNN 4839 453 | 199.01  14.58 | 4393 426
30 min | RMSE 22.59 23.35 22.82 22.85 22.52
MAPE (%) 9.24 9.58 9.29 9.16 8.98
MAE 13.97 1421 14.10 1427 1383 . L
60 min | RMSE | 24.69 2518 24.75 25.16 24.55 E. Case Study and Visualization
o
M?\,[[)EE(/”) ig:gf 12; igﬁ ig:‘; ;’27913 To illustrate dynamic spatial dependency modeling, we
Avg. | RMSE 22,61 23.29 22.77 22,95 22.57 visualize the topological adjacency matrix of the first 40
MAPE (%) 9.29 9.61 9.34 9.35 9.05

sensors in the PEMSO08 dataset and the learned dynamic spatial
matrices over a randomly selected cycle of 12 consecutive time

D. Efficiency Study

To verify the efficiency of DMGI-Net, we compare it
with D2STGNN, STWave and STPGNN, representative meth-
ods that have obtained suboptimal performance on multiple
datasets. Table IV reports the average training and infer-
ence time per epoch. We observe that DMGI-Net is only
less efficient than STPGNN due to its graph convolutional
recurrent networks. In contrast, STPGNN adopts only graph
convolution, resulting in lower computational overhead. Mean-
while, DMGI-Net achieves significantly higher efficiency than

steps in the test set. The matrices at time steps 3, 6, and 12 are
shown in Fig. 3. By comparing the predefined topology with
the learned dependencies highlighted in the red and orange
regions, we observe that the model captures not only geometric
spatial correlations but also hidden dynamic relationships.
Moreover, the variations across time steps indicate that the
model effectively captures evolving traffic correlations.

A qualitative evaluation was performed by randomly select-
ing a daily traffic flow sequence from a node in each dataset
and comparing the predicted and ground-truth values. As
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Fig. 4. Comparison of Predicted and Actual Traffic Flow Across Three Datasets

shown in Fig. 4, DMGI-Net closely tracks real traffic curves,
effectively capturing temporal trends and adapting to dynamic
variations. In particular, on PEMSO0S8, the model accurately
tracks sharp increases during morning peak hours, highlighting
its ability to handle abrupt temporal fluctuations. Aligning
with node-specific patterns across diverse traffic dynamics, the
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