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Abstract—Class imbalance frequently compromises model
reliability in sentiment classification by biasing classifiers
toward majority classes. Even transformer-based models
pretrained on Thai corpora exhibit performance degradation
under such settings. To address this, data augmentation
strategies are proposed to synthesize samples and balance
sentiment  distributions. Baseline experiments using
WangchanBERTa and PhayaThaiBERT achieved accuracies of
75.26% and 75.71%, respectively. Integrating back-translation
and LLM-based augmentation yielded an accuracy
improvement of approximately 9%. This study further
introduces a hybrid framework combining transformer-based
embeddings, deep learning classifiers, and a self-attention
mechanism. When trained on synthesized data, the proposed
model achieved the highest performance, specifically an
accuracy of 86.03% and an F1-score of 85.93%. These results
indicate that the proposed framework and augmentation
strategies effectively mitigate class imbalance and enhance Thai
sentiment classification performance.

Keywords—Class imbalance, Data augmentation strategy,
Hybrid models, Self-attention mechanism, Thai sentiment
analysis, Transformer-based models

I. INTRODUCTION

With the sustained advancement of information and
communication technologies in the digital era, patterns of
social interaction and opinion exchange within contemporary
society are being profoundly reshaped, largely driven by the
pervasive adoption of social media platforms [1]. Social
media serves as a large-scale data source that reveals public
attitudes, levels of satisfaction, and emotional responses
toward products, services, and a wide range of social issues.
Despite substantial progress in sentiment analysis driven by
deep learning models and context-aware language learning
architectures, applying these techniques to Thai-language
social media text continues to present challenges related to
linguistic structure and data characteristics [2]. Textual
content in this context is largely conversational and informal,
frequently containing implicit emotional signals that extend
beyond lexical features. Consequently, sentiment inference
relies on more than the presence of positive or negative terms;
it requires context-level understanding for accurate
interpretation [3]. Furthermore, a critical constraint in Thai
sentiment analysis arises from limited data availability and
imbalanced class distributions, which directly degrade the
performance of deep learning models that depend on large-
scale data [4].

Based on the identified research gap, data augmentation is
proposed as an effective methodological approach to
addressing the problem of limited data. For example, Liu et al.
[5] presented a bidirectional encoder representations from
transformers (BERT)-based model integrated with ensemble
learning to enhance sentiment analysis for complaint data.
Their study employed BERT to generate contextualized word
embeddings and proposed a Stacking-BERT architecture that
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functions as a feature extractor. The experimental results
demonstrated that the Stacking-BERT model outperformed a
single BERT model, achieving a performance score of 97%.
Similarly, Boonyarat et al. [6] showed that traditional
sentiment analysis methods struggle to capture authentic
emotional expressions in Thai social media text due to
distinctive grammatical characteristics. They proposed a
linguistic feature—infused BERT model (LFBERT) to
emphasize emotionally salient words; however, the
effectiveness of such models remains highly dependent on
training data diversity.

When training data are limited, models may struggle to
learn contextual relationships even with high-capacity
embedding models. Accordingly, this study focuses on a data
augmentation  strategy  employing translation-based
techniques, where texts are translated into other languages and
subsequently back-translated into the original language. This
approach enhances the diversity and coverage of the training
data while maintaining sensitivity to contextual meaning.
Sugiyama and Yoshinaga [7] demonstrated that sentiment
arises from sequential and semantic relationships across
sentences, rather than isolated lexical units, and proposed a
context-aware framework to address the limitations of
traditional analysis. Additionally, Jiang and He [8] showed
that the integration of context-aware mechanisms, self-
attention, and adaptive adjustment strategies substantially
enhances textual understanding across tasks such as machine
translation and sentiment interpretation.

To tackle data-related limitations, this study investigates
the effectiveness of data augmentation strategies based on
back-translation [9] and large language model (LLM) [10]
generation for improving Thai sentiment analysis. The
research evaluates the ability of these strategies to enhance
training data quality, diversity, and classification stability
under varying contextual conditions. This evaluation is
particularly critical given the context-dependent and
emotionally complex nature of the Thai language.

II. RELATED WORK

A. Sentiment Analysis

Sentiment analysis is a prominent research areca within
natural language processing (NLP) that focuses on identifying
attitudes, opinions, and underlying emotions expressed in
textual data [11]. In sentiment analysis research, Thai-
language datasets serve as a fundamental resource for model
development. This importance arises from the distinctive
linguistic characteristics of the Thai language, particularly its
complex sentence structure and the absence of explicit word
boundaries. Across existing studies, representing textual
meaning through embedding techniques is widely adopted, as
such representations are central to enhancing the ability of
models to capture and interpret latent emotional expressions
in language [12]. The use of BERT-based embeddings to
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generate contextualized representations enables models to
effectively encode both syntactic structures and semantic
characteristics, thereby improving sentiment classification
accuracy [13].

B. BERT Embedding

In [14], BERT was employed to analyze Chinese-language
hotel review texts, where the model served as the core
mechanism for dynamic semantic coding. This approach
utilizes the properties of a pre-trained language model to
generate contextualized vector representations of words and
sentences with high sensitivity to the surrounding context. The
vector representations generated by BERT serve as the initial
input to the model, enabling text representations with greater
semantic granularity than Word2Vec-based approaches. This
improvement is achieved because BERT extracts sentence-
level semantic features through a bidirectional transformer
architecture. Experimental results indicate that BERT-based
dynamic semantic coding, when integrated as the core
component with a temporal convolutional network (TCN),
bidirectional long short-term memory (BiLSTM), and self-
attention architectures, achieves strong performance in
sentiment analysis tasks.

Thai sentiment analysis presents unique challenges due to
linguistic complexity and language-specific characteristics.
Several studies have explored the use of WangchanBERTa, a
Thai pre-trained language model developed based on the
RoBERTa framework, for sentiment classification.
Manucham et al. [15] investigated the application of
WangchanBERTa for sentiment analysis by classifying
opinions expressed in Thai-language game reviews collected
from the Steam platform. In their study, WangchanBERTa
was employed as the primary transformer-based model and
compared with Multilingual BERT, traditional machine
learning approaches, and convolutional neural network
(CNN)-based models. Experimental results demonstrated that
WangchanBERTa consistently outperformed all other
evaluated models, achieving an accuracy of 82.16% and an
Fl-score of 86.62%. Furthermore, Santakij et al [16]
examined the effectiveness of WangchanBERTa for Thai
sentiment classification, focusing on multiclass classification
of governmental documents. Their results showed that
WangchanBERTa, trained on large-scale Thai corpora,
consistently outperformed traditional machine learning
models with an accuracy and Fl-score of 0.76. However,
WangchanBERTa exhibits a limitation, as reduced
performance is observed when processing texts that contain
mixed English lexical items and loanwords.
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Fig. 1. Overview framework of the proposed transformer-based text
embedding with deep learning classifiers for Thai sentiment analysis.

III. MATERIAL AND METHODS

The proposed framework comprises data preprocessing,
data augmentation, BERT-based feature learning, and deep
learning classification, as illustrated in Fig. 1.

A. WiseSight Sentiment Dataset

The WiseSight Sentiment Dataset is a Thai-language
corpus. The data were collected between 2016 and early 2019
from publicly available content on social media and online
platforms, including Facebook, Twitter, YouTube,
Pantip.com, and other web forums [17]. Most of the texts
concern consumer products and services, which demonstrate
naturally occurring opinionated text in  informal
communication environments. The dataset contains 26,737
texts annotated into four sentiment categories: negative (6,823
texts), neutral (14,561 texts), positive (4,778 texts), and
question (575 texts).

The class distribution is imbalanced, with neutral texts as
the majority class [18]. Each text was assigned a single label
by a human annotator, and no multi-label annotation was
applied. In terms of text length characteristics, the texts range
from 1 to 587 words, with an average length of approximately
25 words per text. The character length varies between 1 and
2,111 characters, with an average of about 85 characters [4],
[18].

B. Data Preprocessing

In this stage, the input Thai text data were ingested and
converted into string format to ensure consistency. Missing or
undefined entries were addressed by substitution with empty
strings to prevent errors during subsequent processing.
Duplicate text samples were removed to avoid data leakage
across the training, validation, and test sets. Text
normalization was applied to reduce linguistic inconsistencies
in Thai language data. After normalization, the texts were
tokenized using the tokenizer associated with the employed
BERT-based models. Subword segmentation was performed
based on a fixed pretrained vocabulary, and each subword unit
was mapped to an integer identifier. Special tokens for
sequence boundaries were automatically inserted, and
padding was applied to produce fixed-length input sequences.
The token IDs and attention masks obtained were used for
subsequent feature extraction.

C. Data Augmentation Strategy

In this study, BERT-based models were used to generate
text embeddings for feature learning. Moreover, data
augmentation methods were applied to expand the training set.
The details are describe below.

1) Back Translation: Back-translation translates a text
into an intermediate language and then back to the original
language, generating alternative expressions that preserve
semantic meaning while varying syntactic structure and word
choice. This process produces linguistically diverse and
semantically equivalent sentences, improving model
robustness [9].

2) LLM-Based: To mitigate class imbalance and enhance
linguistic diversity, the Gemini LLM was employed to
generate synthetic Thai social media text [10]. A structured
prompt engineering strategy ensured consistency via: (1)
system role definition; (2) class label conditioning; (3) in-
context learning using 3-5 real-world exemplars; and (4)
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generation constraints (Temperature = 0.6, length limits).
Augmentation ratios were adjusted to the distribution: the
Question class was augmented 8 times, while
Positive/Negative and Neutral classes were increased by 50%
and 20%, respectively, resulting in a balanced, robust dataset.

D. BERT-Based Embedding for Feature Learning

In this study, BERT-based models were used to generate
text embeddings for feature learning, as presented below.

1) WangchanBERTa:  WangchanBERTa  [15] s
employed as a Thai-specific pretrained language model for
contextual text representation. WangchanBERTa follows a
RoBERTa-based architecture consisting of an embedding
layer that maps input tokens into 768-dimensional vectors,
followed by a transformer encoder stack with 12 layers. Each
encoder layer incorporates multi-head self-attention with 12
attention heads to capture contextual relationships among
tokens from multiple perspectives. A pooling layer
implemented as a fully connected layer with a Tanh
activation function is applied to aggregate sentence-level
representations. The model is configured with a maximum
sequence length of 128 tokens, a batch size of 32, and a
learning rate of 2x107° for fine-tuning. The vocabulary size
comprises 25,005 tokens, and tokenization is performed
using subword units with padding and truncation to ensure
consistent input length.

2) PhayaThaiBERTa: The model is built upon a
RoBERTa-based architecture, consisting of 12 transformer
layers with 12 self-attention heads and a hidden size of 768
[19]. PhayaThaiBERT applies a self-attention mechanism to
model contextual dependencies among tokens across the
entire input sequence. Given input token IDs and
corresponding attention masks, the model encodes Thai text
into dense vector representations and produces a last hidden
state with a dimensionality defined by the batch size,
sequence length, and a hidden size of 768. In this study, the
model with a maximum sequence length of 128 and a batch
size of 32 is utilized. The BERT component is fine-tuned
using a learning rate of 2x10™ to preserve pretrained
linguistic knowledge while adapting to the sentiment
classification task. The generated embeddings are used as
input features for subsequent deep learning classifiers, which
supports effective representation learning for Thai sentiment
analysis.

E. Deep Learning Classifier

1) 1D-CNN: The one-dimensional convolutional neural
network (1D-CNN) module [20] is designed to extract local
textual features from contextual embeddings generated by a
BERT-based model. The last hidden states of the BERT-
based encoder, with a hidden size of 768, are used as the input
to the CNN module. To capture local patterns at multiple
contextual scales, multiple ConvlD layers with different
kernel sizes (2, 3, 4, and 5) are employed in parallel. Each
convolutional layer receives the same input sequence and
produces 128 feature maps, which allows the model to learn
diverse n-gram representations ranging from short to longer
token spans. A ReLU activation function is applied after each
convolution to introduce nonlinearity. The outputs of all

convolutional branches are then forwarded to subsequent
self-attention and pooling layers for feature enhancement and
fusion before classification.

2)  BiLSTM: The BiLSTM module is employed to model
sequential dependencies in contextual embeddings generated
by a BERT-based encoder. The last hidden states of the
encoder, with a dimensionality of 768, are used as input to
the BiLSTM. A single-layer BiLSTM is configured with a
hidden size of 256 for each direction, which supports
bidirectional context modeling. The outputs from the forward
and backward LSTM layers are concatenated, producing a
512-dimensional representation for each token. As a result,
the BILSTM generates an output tensor of shape (batch size,
sequence length, 512). This representation is subsequently
forwarded to a self-attention mechanism to compute attention
weights and aggregate informative contextual features before
being passed to the classifier for sentiment prediction.

ID-CNN and BiLSTM classifiers were evaluated
independently to assess their efficacy in processing
transformer-based embeddings from WangchanBERTa and
PhayaThaiBERT. While 1D-CNNs utilize convolutional
filters to extract local feature patterns, BiLSTMs perform
sequential modeling to capture long-range dependencies
within the contextualized sequences. This comparison
demonstrates how different structural biases exploit Thai
transformer-based features for sentiment classification.

IV. EXPERIMENTAL RESULTS

A. Experimental Setup and Implementation Details

The proposed framework was implemented using PyTorch
v2.9.0 as the deep learning framework. The models were
trained on the Google Colaboratory platform with NVIDIA
A100 GPU support. The WiseSight Sentiment Dataset was
divided into three subsets: 60% for training, 20% for
validation, and 20% for testing. For the data augmentation
experiments, back-translation (BT) and LLM-based
augmentation were applied only to the training and validation
sets to avoid data leakage. The AdamW optimizer was used
for model training. The learning rate was set to 0.0001, and a
dropout rate of 0.3 was used to reduce overfitting. Early
stopping was also employed to prevent overfitting during
training.

B. Evaluation Metrics
In these experiments, two metrics were used for

performance comparison: accuracy and F1-score. In addition,
GFLOPs were used to measure computational cost.

1) Accuracy and Fl-score: Accuracy measures the
overall classification performance, while the FI-score
provides a balance between precision and recall [21], [22].
The Fl-score is particularly appropriate for the WiseSight
Sentiment Dataset due to class imbalance. The Accuracy and
F1-score are defined as follows:

TP+TN

Accuracy = o oy M
2PR
F=_= 2

where P = —~—and R = ——_ denote precision and recall, and
TP, TN, FP, and FN denote true positives, true negatives, false

positives, and false negatives, respectively.
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2) GFLOPs: GFLOPs (Giga Floating Point Operations)
represent the number of floating-point operations, measured
in billions, required during a single forward pass of a model
and are commonly used to estimate computational cost [23].
GFLOPs are defined as

FLOPs

109 (3)

where 10° denotes one billion floating point operations, and
lower values indicate lower computational requirements.

GFLOPs =

C. Experimental Results and Analysis
The experimental results are divided into five subsections,
as follows:

1) Comparison of Diverse BERT Models on the Wisesight
Dataset

An evaluation of several pretrained BERT variants was
conducted to identify the most effective model for Thai
sentiment classification.

TABLE 1. PERFORMANCE COMPARISON OF BERT MODELS ON THE
WISESIGHT DATASET
BERT Model Accuracy F1-score
ThaiBERT 0.5729 0.5083
RoBERTa 0.6415 0.6308
Multilingual BERT-Base 0.7273 0.7211
WangchanBERTa 0.7526 0.7468
PhayaThaiBERT 0.7571 0.7515

Table I presents the performance comparison of several
pretrained BERT models on the WiseSight Sentiment Dataset.
WangchanBERTa obtained an accuracy of 0.7526 and an F1-
score of 0.7468, while PhayaThaiBERT achieved the highest
accuracy of 0.7571 and the highest F1-score of 0.7515. The
results further demonstrate that WangchanBERTa and
PhayaThaiBERT achieved the best overall performance, as
these models were pretrained on large-scale Thai corpora and
are specifically designed for Thai language processing. These
results show that Thai-specific pretrained language models
outperform general or multilingual BERT models in sentiment
classification for Thai text. Therefore, WangchanBERTa and
PhayaThaiBERT were selected as the backbone embedding
models for subsequent experiments.

2) Ablation Study of BERT Models
Augmentation Techniques

with Data

An evaluation of different data augmentation strategies for
WangchanBERTa and PhayaThaiBERT is shown in Table II.
The evaluated settings include back-translation (BT), LLM-
based augmentation (LLM), and the combination (BT+LLM).

TABLE II. IMPACT OF DATA AUGMENTATION STRATEGIES ON BERT
MODELS
BERT Model Data Augmentation Accuracy | Fl-score
BT LLM BT+LLM

Wangchan v 0.7659 0.7638

BERTa v 0.8195 0.8178
v 0.8570 | 0.8568

PhayaThai v 0.7663 0.7650

BERT v 0.8188 0.8178
v 0.8565 | 0.8555

The results in Table II show that data augmentation
significantly improved sentiment classification performance

for both models. For WangchanBERTa, accuracy increased
from 0.7659 with BT to 0.8195 with LLM, and reached the
best performance of 0.8570 accuracy and 0.8568 F1-score
when wusing the combined BT+LLM strategy.
PhayaThaiBERT achieved the highest accuracy of 0.8565 and
Fl1-score of 0.8555 when using the combined augmentation
strategy. These results indicate that the use of BT and LLM
augmentation enhances the diversity and quality of the
training data.

3) Ablation Study of BERT-1D-CNN and BERT-
BiLSTM Models with Data Augmentation Techniques

In this ablation study, WangchanBERTa and
PhayaThaiBERT were used as text embedding models and
combined with 1D-CNN and BiLSTM classifiers, as
presented in Table III and Table IV, respectively.

TABLE III. IMPACT OF DATA AUGMENTATION STRATEGIES ON BERT-
BASED 1D-CNN HYBIRD MODELS

BERT+ Data Augmentation Accuracy F1-

1D-CNN None BT LLM BT+ score
LLM

Wangchan v 0.7488 0.7405
BERTa 4 0.7647 0.7631
v 0.8237 0.8215
v 0.8562 0.8552
PhayaThai v 0.7465 0.7434
BERT v 0.7629 0.7627
4 0.8148 0.8137
v 0.8582 0.8575

Table III shows that data augmentation consistently
improved the performance of BERT—1D-CNN hybrid
models. For WangchanBERTa, accuracy increased from
0.7488 without augmentation to 0.8562 with the combined
BT+LLM strategy, with a corresponding F1-score of 0.8552.
PhayaThaiBERT also achieved the highest accuracy of 0.8582
and F1-score of 0.8575 with the combined BT+LLM strategy.

TABLE IV. IMPACT OF DATA AUGMENTATION STRATEGIES ON BERT-
BASED BILSTM HYBIRD MODELS
BERT+ Data Augmentation Accuracy F1-score

BiLSTM None | BT | LL | BT+
M LLM

Wangchan v 0.7501 0.7435

BERTa 4 0.7658 0.7435

v 0.8222 0.8206

v 0.8582 0.8574

PhayaThai v 0.7501 0.7435

BERT v 0.7659 0.7638

v 0.8195 0.8178

v 0.8570 0.8568

Table IV presents the results for BERT-BiLSTM hybrid
models. For WangchanBERTa, accuracy improved from
0.7501 without augmentation to 0.8222 with LLM
augmentation and achieved the highest performance of 0.8582
accuracy and 0.8574 Fl-score with the BT+LLM strategy.
PhayaThaiBERT also achieved strong performance, with both
accuracy and F1-score above 0.85 when using the combined
augmentation strategy.

In terms of computational cost, the BERT—1D-CNN
models require fewer GFLOPs (approximately 8-17
GFLOPs) compared with the BERT-BiLSTM models, which
require 22.29 GFLOPs. This comparison shows that 1D—
CNN-based hybrids provide better computational efficiency
while preserving competitive performance.
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4) Evaluation of the Self-Attention Module

This section compares the performance and computational
cost of BERT-based hybrid models with the self-attention
module.

TABLE V. PERFORMANCE AND COMPUTATIONAL COST COMPARISON
OF BERT-BASED HYBRID MODELS WITH SELF-ATTENTION
Model+Self-Attention Accuracy | Fl-score | GFLOPs
()
WangchanBERTa | 1D-CNN 0.8597 0.8587 22.1086
BIiLSTM 0.8603 0.8593 22.2944
PhayaThaiBERT ID-CNN 0.8572 0.8570 17.1993
BIiLSTM 0.8562 0.8548 22.2944

Table V shows that WangchanBERTa-BiLSTM—-SA
achieved the best performance (0.8603 accuracy and 0.8593
Fl-score), while PhayaThaiBERT-1D-CNN required the
lowest computational cost (17.1993 GFLOPs) with
competitive results. These results indicate that self-attention
enhances model performance and 1D—CNN-based hybrids
provide better computational efficiency than BiLSTM-based
models.  Furthermore, the  training curve  of
WangchanBERTa—BiLSTM-SA (BT+LLM) is shown in Fig.
2b.

Loss Curve
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—s— Validation Loss -

@

Loss Curve

—— Training Loss
—=— Validation Less

Epoch

(b)
Fig. 2. Training and validation loss curves of (a) WangchanBERTa
(BT+LLM) and (b) WangchanBERTa-BiLSTM-SA (BT+LLM).

In Fig. 2a, the training and validation loss curves of the
WangchanBERTa (BT+LLM) model fail to converge,
indicating unstable generalization. In contrast, the
WangchanBERTa—BiLSTM-SA (BT+LLM) model (Fig. 2b)
exhibits a rapid initial decrease in training loss, indicating
effective representation learning. However, as validation loss
begins to increase in later epochs, a widening gap between
training and validation losses is observed. This divergence
characterizes overfitting, where the model fits the training data
at the expense of performance on unseen samples.

To mitigate this, several regularization strategies were
implemented. Early stopping was employed to halt training at
epoch 14, corresponding to the minimum validation loss.
Additionally, dropout layers were integrated into the classifier
to minimize co-adaptation between neurons.

As shown in Fig. 3, the confusion matrices indicate that
the neutral class is often misclassified as positive and is also
misclassified as negative. Furthermore, the positive class is
sometimes misclassified as negative. These misclassifications

demonstrate that the decision boundaries between neutral,
positive, and negative sentiments are difficult to distinguish,
possibly due to semantic similarity and subtle sentiment
expressions in Thai text.
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(2) (b)

Fig. 3. Confusion matrices of (a) WangchanBERTa-BiLSTM-SA
(BT+LLM) and (b) PhayaThaiBERT-BiLSTM-SA (BT+LLM) on the
WiseSight Sentiment Dataset.
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Fig. 4. t-SNE visualization of Thai sentiment data (a) before and (b) after
applying data augmentation.

We further employed t-SNE to visualize the characteristics
of the WiseSight Sentiment Dataset, as shown in Fig. 4a.
Before data augmentation, samples from different sentiment
classes are widely scattered and exhibit considerable overlap,
which indicates weak class separability. Under this data
distribution, training with the original dataset yields limited
performance, with classification accuracy of approximately
75%, even when transformer-based models are employed.
After applying data augmentation (Fig. 4b), the distribution
becomes denser and more structured, with clearer clustering
patterns across sentiment classes, which indicates enhanced
data diversity. Correspondingly, an improvement of
approximately 10% in classification accuracy is observed
when training WangchanBERTa and PhayaThaiBERT with
the augmented dataset.

5) Comparison with Existing Methods on the WiseSight
Dataset

A comparison between the proposed method and existing
approaches on the WiseSight Sentiment Dataset is presented
in Table VI.

TABLE VI. COMPARISON OF SENTIMENT CLASSIFICATION
PERFORMANCE ON THE WISESIGHT SENTIMENT DATASET
Model Accuracy | Fl-score
BiLSTM-CNN [18] N/A 0.5521
Parallel Hybrid [4] 0.7364 0.6270
WangchanBERTa-BiLSTM-SA (BT+LLM) 0.8603 0.8593
(Proposed)

As shown in Table VI, the WangchanBERTa-BiLSTM—
SA (BT+LLM) model, which integrates a WangchanBERTa—
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BiLSTM hybrid architecture with a self-attention module and
BT+LLM augmentation, achieved the best performance, with
an accuracy of 0.8603 and an Fl-score of 0.8593. The
proposed approach outperformed the BILSTM—CNN [18] and
Parallel Hybrid [4] approaches. These results demonstrate the
effectiveness of the proposed model for Thai sentiment
classification.

V. CONCLUSION

Class imbalance in sentiment classification reduces model
reliability and biases performance toward majority classes.
Transformer-based and deep learning models also show
limited accuracy under imbalanced or limited data conditions.
To address these challenges, back-translation and LLM-based
augmentation were applied to generate additional training
samples for each sentiment category. Using this enhanced
dataset, a hybrid framework integrating transformer-based
embeddings, deep learning classifiers, and a self-attention
mechanism was developed. Experimental results showed that

Thai-specific pretrained models, particularly
WangchanBERTa and PhayaThaiBERT, outperformed
general and  multilingual BERT  variants.  The

WangchanBERTa-BiLSTM—SA model achieved the best
performance (0.8603 accuracy and 0.8593 Fl-score).
Computational analysis indicated that 1D—CNN-based
hybrids required fewer GFLOPs while still achieving
competitive performance. The proposed framework provides
an effective and computationally efficient approach for Thai
sentiment classification under imbalanced data conditions.

Future work will investigate category aware data synthesis
to better address class imbalance and enhance training
diversity. In addition, graph convolutional networks [24] will
be explored for text embedding learning, as syntax aware
graph convolutional network approaches can capture
structural relationships among words and improve sentiment
classification performance. Furthermore, future work will
investigate strategies to mitigate overfitting, including
increasing the dropout rate, applying weight decay, and
adopting stronger data augmentation techniques.
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